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radius analysis, impact analysis, migration ordering, cycle 
handling, bounded verified-context generation, PostgreSQL-
backed job management, FastAPI services, and n8n-based 
orchestration. 

The primary contributions are: 

1) An evidence-driven PQC dependency-graph architecture 
that represents cryptographic and infrastructure assets 
together with their dependency relationships and sup-
porting evidence. 

2) A deterministic migration-impact analysis approach for 
dependency-based blast-radius analysis, impact assess-
ment, and migration ordering without delegating author-
itative decisions to an LLM. 

3) A progressive repository-reduction and bounded-context 
mechanism that limits downstream reasoning to 
migration-relevant information. 

4) A confidence- and provenance-aware analysis model that 
maintains traceability from source-level observations to 
graph assets and analysis results. 

5) A separation between deterministic security analysis and 
local-AI explanation, allowing future language-model 
components to operate on verified analysis results rather 
than independently determining graph facts. 

II. RELATED WORK 

A. Enterprise PQC Migration and Cryptographic Agility 

PQC migration in enterprise environments involves more 
than replacing individual cryptographic algorithms. Crypto-
graphic functionality can be distributed across applications, 
libraries, certificates, keys, protocols, infrastructure compo-
nents, and organizational systems. Hasan et al. [1] propose 
a framework for migration to post-quantum cryptography that 
incorporates security dependency analysis and graph-theoretic 
techniques. Baseri et al. [2] present an evaluation frame-
work for quantum-security risk assessment during transition 
toward quantum-safe systems. Hirsch and Raab [3] investigate 
architecture-derived Cryptographic Bill of Materials (CBOM) 
approaches, while Adebesin [4] examines cryptographic agility 
in enterprise software systems. 

Collectively, these studies indicate that effective PQC mi-
gration requires visibility into cryptographic assets and the 
relationships between those assets and dependent systems. 
However, the reviewed approaches do not by themselves define 
the complete repository-to-analysis workflow implemented by 
CRYPTOMAP. 

B. Cryptographic Discovery and Static Analysis 

Automated program analysis has been investigated for iden-
tifying cryptographic API usage and detecting implemen-
tation problems. Kru¨ger et al. [5] introduced CogniCrypt, 
a specification-driven approach for supporting developers in 
using cryptographic APIs. CryptoGuard provides large-scale 
cryptographic program analysis and vulnerability detection [6]. 
Schlichtig et al. [7] introduced CamBench for evaluating 
cryptographic API misuse-detection tools. 

More recent research has explored LLM-assisted crypto-
graphic discovery. Hirsch et al. [8] investigate collaborative 
LLM-based detection of cryptographically relevant software 
packages. In contrast, CRYPTOMAP assigns authoritative 
discovery and graph-analysis responsibilities to deterministic 
processing and restricts the local language model to interpre-
tation of verified analysis results. 

C. Graph-Based Dependency and Impact Analysis 

Software systems naturally form dependency networks in 
which components can depend directly or indirectly on other 
components. Fritz et al. [9] model software dependencies 
as directed networks and investigate systemic risk propa-
gation. Zhang et al. [10] examine hidden dependencies in 
Java software. Sharma et al. [11] study relationships between 
design and architecture smells, while Pashchenko et al. [12] 
demonstrate the importance of distinguishing vulnerable de-
pendencies from dependencies that are actually reached or 
used. 

These studies motivate dependency-aware analysis in which 
the presence of an artifact is not considered sufficient evidence 
of operational impact. CRYPTOMAP applies dependency 
traversal to a cryptographic asset graph so that potential 
downstream effects of changing a cryptographic component 
can be analyzed deterministically. 

D. LLMs for Code Analysis and Grounded Reasoning 

LLMs have increasingly been applied to software engi-
neering and code-analysis tasks, but their ability to reliably 
reason about program structure remains an important research 
concern. Fang et al. [13] evaluate LLMs for code analysis 
and report limitations in software-security analysis. Wang et 
al. [14] introduce SGCR, a specification-grounded framework 
for trustworthy LLM code review. Abtahi and Azim [15] 
investigate augmentation of LLM-based software engineering 
with static code analysis. Nguyen and Nguyen [16] review the 
use of LLMs in software engineering. 

Based on these findings, CRYPTOMAP adopts a deliber-
ately constrained role for its local language model. Determin-
istic analysis remains responsible for dependency traversal, 
blast-radius computation, impact assessment, and migration 
ordering. The language model receives a bounded, verified 
context containing those results and is intended to explain 
them rather than independently construct authoritative graph 
relationships. 

E.  Official Guidance and Cryptographic Discovery Standards 

The NIST/NCCoE Migration to Post-Quantum Cryptogra-
phy project identifies cryptographic discovery and inventory as 
important capabilities for understanding where and how cryp-
tography is used [17]. Joint CISA, NSA, and NIST guidance 
similarly emphasizes identification of quantum-vulnerable al-
gorithms and their use across applications, libraries, protocols, 
and dependencies [18]. The Cloud Security Alliance pro-
vides additional context for PQC key-management structures 
and migration readiness [19]. NIST SP 1800-38B addresses 
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public-key application discovery tools and provides an official 
discovery-oriented baseline [20]. 

F. Research Gap 

The reviewed literature covers several important parts of the 
PQC migration problem, including cryptographic discovery, 
dependency analysis, migration risk assessment, static analy-
sis, and grounded LLM-based reasoning. However, these capa-
bilities are generally considered separately. A practical migra-
tion workflow still needs to connect repository-level evidence 
to normalized cryptographic assets, dependency relationships, 
deterministic impact analysis, and an explanation mechanism 
that does not change the underlying analysis results. 

CRYPTOMAP addresses this integration by combining 
these stages in a single evidence-driven pipeline. Reposi-
tory content is first reduced to migration-relevant informa-
tion, after which cryptographic evidence is normalized into 
repository-scoped assets and relationships. Deterministic graph 
algorithms then calculate dependency traversal, blast radius, 
impact, and migration ordering. Only the resulting verified 
subgraph and supporting evidence are intended to reach the 
local language-model layer. 

This separation is important because the language model 
is not required to reconstruct the dependency graph or make 
authoritative migration decisions. Instead, it operates on in-
formation that has already been produced and validated by 
deterministic analysis. 

G. Source-to-Contribution Comparison 

The reviewed studies address different parts of crypto-
graphic discovery, dependency analysis, migration assessment, 
and grounded AI reasoning. To make the positioning of 
CRYPTOMAP explicit, Table I provides a descriptive com-
parison across six consolidated capabilities. The comparison 
is intended to show differences in scope rather than to rank 
the prior studies. 

III. PROBLEM FORMULATION AND RESEARCH QUESTIONS 

A. Problem Formulation 

Let a repository be represented as 

R = {f1, f2, . . . , fn}, (1) 

where each fi represents a file or repository artifact. A de-
terministic discovery process extracts cryptographic evidence: 

E = {e1, e2, . . . , em}. (2) 

Each evidence item may contain its source file, location, 
detected cryptographic algorithm or API, symbol or configu-
ration element, evidence type, and repository identifier. 

The evidence is subsequently normalized into graph assets: 

V = {v1, v2, . . . , vk}, (3) 

and dependency relationships: 

EG ⊆ V × V, (4) 

forming a repository-scoped dependency graph 
 

G = (V, EG). (5) 

For a selected target asset vt, the downstream dependency 
set is 

 

D(vt, d) = {v ∈ V | vt ⇝ v, depth(vt, v) ≤ d}, (6) 

where d is the configured traversal depth. This set forms 
the basis for blast-radius analysis. 

When dependency cycles are present, strongly connected 
components (SCCs) are identified and condensed into a di-
rected acyclic graph (DAG) before migration ordering is 
derived. 

The resulting analysis is represented as a verified context 
containing the target asset, affected assets, dependency re-
lationships, impact information, migration-order information, 
supporting evidence, confidence, provenance, and warnings. A 
local language model receives only this bounded context and is 
not responsible for establishing graph relationships, computing 
blast radius, determining impact scores, or selecting migration 
order. 

B. Research Objectives 

The study has five primary objectives: 

1) automated cryptographic evidence discovery; 
2) evidence-driven dependency modeling; 
3) deterministic migration-impact analysis; 
4) progressive repository reduction and bounded-context 

generation; and 
5) evidence-grounded local-AI explanation. 

Each primary objective is mapped to one research question 
so that the research scope remains explicit and traceable. 

C. Research Questions 

RQ1 – Cryptographic Discovery: Can cryptographic evi-
dence from heterogeneous software repositories be systemati-
cally extracted and normalized into migration-relevant assets? 

RQ2 – Evidence-Driven Dependency Modeling: Can 
heterogeneous cryptographic evidence be normalized into 

repository-scoped assets and dependency relationships in a 
deterministic and traceable manner? 

RQ3 – Deterministic Migration-Impact Analysis: Can 
deterministic graph analysis identify the downstream depen-
dency scope, impact information, and migration ordering as-
sociated with a selected cryptographic asset? 

RQ4 – Progressive Reduction and Verified Context: Can 
progressive repository reduction produce a bounded context 
that retains the evidence required to explain migration impact? 

RQ5 – Evidence-Grounded Local-AI Explanation: How 
can a local language model be constrained to explain de-

terministic, verified migration results without independently 
determining authoritative graph facts? 

RQ5 is addressed as an architectural design objective in 
the current work. The complete Ollama-based explanation and 
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TABLE I 
DESCRIPTIVE COMPARISON OF PRIOR WORK WITH CRYPTOMAP 

 

Source Crypto. Evidence/Graph Migration/Risk Deterministic LLM/Grounded PQC/Enterprise 

Hasan et al. [1] ✓ ✓ ✓ ✓ – ✓ 
Baseri et al. [2] Partial Partial ✓ ✓ – ✓ 
Hirsch and Raab [3] ✓ ✓ ✓ ✓ – ✓ 
Adebesin [4] Partial ✓ ✓ ✓ – ✓ 
Kru¨ger et al. [5] ✓ ✓ – ✓ – – 
Rahaman et al. [6] ✓ ✓ – ✓ – – 
Schlichtig et al. [7] ✓ ✓ – ✓ – – 
Hirsch et al. [8] ✓ ✓ Partial Partial ✓ ✓ 
Fritz et al. [9] – ✓ ✓ ✓ – – 
Zhang et al. [10] – ✓ Partial ✓ – – 
Sharma et al. [11] – ✓ – ✓ – – 
Pashchenko et al. [12] – ✓ ✓ ✓ – – 
Fang et al. [13] – Partial Partial Partial ✓ – 
Wang et al. [14] – ✓ – ✓ ✓ – 
Abtahi and Azim [15] – ✓ – ✓ ✓ – 
Nguyen and Nguyen [16] – Partial – Partial ✓ – 
NIST/NCCoE [17] ✓ ✓ ✓ ✓ – ✓ 
CISA/NSA/NIST [18] ✓ ✓ ✓ ✓ – ✓ 
CSA [19] ✓ ✓ ✓ ✓ – ✓ 
NIST SP 1800-38B [20] ✓ ✓ ✓ ✓ – ✓ 
CRYPTOMAP ✓ ✓ ✓ ✓ ✓ ✓ 

✓ indicates that the capability is explicitly addressed; “Partial” indicates partial coverage; “–” indicates that the capability is not a primary focus of the 
referenced work. The comparison is descriptive and does not imply that one study is generally superior to another. 

 

TABLE II 
ALIGNMENT BETWEEN RESEARCH OBJECTIVES AND RESEARCH 

QUESTIONS 
 

Research Objective RQ 

Cryptographic evidence discovery RQ1 
Evidence-driven dependency modeling RQ2 
Deterministic migration-impact analysis RQ3 
Progressive reduction and bounded context RQ4 
Evidence-grounded local-AI explanation RQ5 

 
 
 

grounding-validation workflow has not yet been experimen-
tally evaluated, so no effectiveness claim is made for local-AI 
explanation in the current results. 

D. Scope and Assumptions 

The study focuses on repository-level PQC migration anal-
ysis rather than complete enterprise cryptographic gover-
nance. The prototype assumes that relevant cryptographic 
usage leaves detectable evidence in source code, configura-
tion, dependencies, or supported artifacts. Static discovery 
is not assumed to be complete for dynamically generated 
code, undocumented runtime behavior, unavailable binaries, 
or cryptographic operations outside the analyzed repository. 

The graph is repository-scoped so that assets and relation-
ships from different repositories are not unintentionally com-
bined. Evidence provenance is retained to support traceability 
from graph entities back to source observations. The language 
model is explicitly outside the authoritative analysis path. 

E. Evaluation Strategy 

RQ1 is evaluated using controlled demonstration reposito-
ries containing known cryptographic artifacts and configura-
tions. RQ2 is evaluated through tests covering asset identity, 
repository scoping, relationship construction, and provenance 

preservation. RQ3 is evaluated through deterministic blast-
radius, impact, migration-ordering, and cycle-handling tests. 
RQ4 is evaluated by measuring bounded-context construction, 
truncation behavior, and preservation of supporting evidence. 
RQ5 is addressed through the proposed architectural separa-
tion between deterministic analysis and local-AI explanation; 
complete LLM execution and grounding validation remain 
future experimental work. 

IV. CRYPTOMAP SYSTEM ARCHITECTURE 

A. System Overview 

CRYPTOMAP is an evidence-driven framework for ana-
lyzing the impact of PQC migration within software reposito-
ries. The architecture combines deterministic repository analy-
sis, dependency graph construction, migration-impact analysis, 
and bounded local artificial intelligence for interpretation. 

The system progressively reduces a software repository 
to cryptographically relevant information. The processing 
pipeline consists of repository scanning, relevant-file identifi-
cation, cryptographic evidence discovery, evidence normaliza-
tion, dependency graph construction, deterministic migration 
analysis, and verified-context generation. The dependency 
graph is stored in Neo4j, while PostgreSQL is used for repos-
itory metadata, job metadata, and execution state. FastAPI 
provides the application layer and n8n orchestrates execution. 

B. Progressive Repository Reduction 

Enterprise repositories may contain source code, configu-
ration files, documentation, generated files, binaries, images, 
build artifacts, dependency metadata, and unrelated content. 
CRYPTOMAP therefore applies progressive repository re-
duction before generating the final analysis context. 

The first stage creates a file inventory. Files are filtered 
according to cryptographic relevance. Generated files, binary 





 

Fig. 2. Progressive repository-reduction pipeline used by CRYPTOMAP to reduce repository-scale input while preserving migration-relevant cryptographic 
evidence. 

 

Fig. 3. Cryptographic evidence discovery, normalization, and graph construction pipeline used by CRYPTOMAP. 

 

 

G → SCC(G) → DAG(G) → Topological Order. (10) 

This avoids arbitrary ordering of individual nodes inside a 
cycle. 

G. Verified Context and Bounded Local AI 

The verified-context layer prevents the language model from 
receiving unrestricted repository information or being treated 
as the source of authoritative graph facts. The context may 
contain the selected target asset, affected assets, dependency 
paths, impact information, migration order, confidence, warn-
ings, supporting evidence, and provenance. 

Explicit bounds include relevant-subgraph selection, maxi-
mum context size, evidence-item limits, repository scope, and 
provenance preservation. The resulting context is a compact 
representation of verified analysis rather than a raw repository 
dump. 

The intended local-AI architecture uses Ollama to run 
a local LLM. The model is intended to interpret verified 
context and produce human-readable explanations or migra-
tion guidance. It should not independently determine graph 
relationships, authoritative blast radius, authoritative impact 
score, or authoritative migration order. The complete Ollama-
based explanation and grounding-validation workflow remains 
a planned extension. 

H. Workflow Orchestration and Job Management 

n8n is used as the workflow orchestration layer. It coordi-
nates execution between the user-facing interface and FastAPI 

backend rather than performing cryptographic discovery or 
graph analysis. 

A typical scan workflow begins with a webhook request, 
validates the request, registers the repository, creates a scan 
job, polls the backend for progress, retrieves completed results, 
or handles failure and timeout conditions. The job lifecycle 
includes: 

 

QUEUED → SCANNING → DISCOVERING → BUILDING GRAP

PostgreSQL stores repository metadata, job metadata, and 
execution state. FastAPI provides application services and 
Neo4j stores the repository-scoped dependency graph. 

 
I. Security and Repository Isolation 

The dependency graph is repository-scoped. Each repository 
has an identifier and assets and relationships remain within that 
scope. The provenance chain is: 

 

Source File → Evidence → Graph Asset → Analysis Result → Verified

Bounded context reduces unnecessary exposure of unrelated 
repository content. Local inference through Ollama is intended 
to support processing without sending repository content to 
an external AI service, but this property remains part of 
the planned AI extension until the complete workflow is 
implemented and experimentally evaluated. 
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The reduction layer was evaluated for bounded-context 
construction and truncation behavior. API and n8n contract 
tests verified integration among job submission, asynchronous 
execution, status polling, and result retrieval. The evalu-
ation therefore establishes implementation-level correctness 
of tested software contracts. It does not establish universal 
cryptographic detection accuracy, completeness across unsup-
ported programming languages or native APIs, or real-world 
enterprise migration effectiveness. 

VII. RESULTS, DISCUSSION AND LIMITATIONS 

A. Results 

The implemented CRYPTOMAP pipeline achieved 
151/151 passing automated tests, with no failures or skipped 
cases and an execution time of approximately 9.15 seconds. 
These results verify the implemented software contracts 
across major system components. 

The evaluation confirms functional support for progressive 
repository scanning, cryptographic evidence extraction, evi-
dence normalization, repository-scoped graph construction, de-
terministic blast-radius analysis, impact scoring, migration or-
dering, SCC-based cycle handling, confidence and provenance 
evaluation, bounded verified-context construction, PostgreSQL 
job persistence, FastAPI services, and n8n orchestration. 

The analysis layer produces reproducible outputs for the 
same graph and input parameters because traversal, scoring, 
confidence evaluation, and migration ordering use determin-
istic rules. The impact score incorporates criticality, confi-
dence, asset type, and dependency depth, while migration 
ordering applies explicit precedence rules and deterministic 
tie-breaking. 

B. Discussion 

The implementation demonstrates an architecture in which 
authoritative migration analysis remains separate from genera-
tive reasoning. The current system can determine dependency 
scope, impact metrics, and migration order directly from 
graph data without requiring an LLM to infer these structural 
properties. 

The progressive reduction mechanism limits information 
passed toward downstream reasoning by selecting relevant ev-
idence and graph substructures rather than exposing an entire 
repository. The resulting verified context contains structural 
analysis and supporting provenance required for subsequent 
explanation. 

The current results should be interpreted as implementation-
validation results rather than empirical evidence of enterprise-
wide effectiveness. Passing automated tests demonstrates that 
implemented behavior satisfies tested software contracts; it 
does not establish that every cryptographic dependency in an 
arbitrary repository will be detected or modeled correctly. 

C. Limitations and Threats to Validity 

The current discovery engine relies primarily on deter-
ministic pattern-based analysis and therefore has incomplete 

coverage for several cryptographic implementation mecha-
nisms. Native C/C++ OpenSSL APIs, Java JCA/JCE calls, Go 
native cryptographic APIs, Rust cryptographic libraries, native 
post-quantum implementations, and compiled-binary reverse 
engineering are not currently supported. 

The graph also depends on evidence available to the scanner. 
Dynamically generated configurations, undocumented depen-
dencies, unavailable external services, and cryptographic be-
havior outside the analyzed repository may not be represented. 
Consequently, generated blast radius and migration order are 
bounded by the discovered graph. 

The implemented impact score is a deterministic prioritiza-
tion metric defined by selected weights and attenuation rules; 
it has not been calibrated against real enterprise migration 
outcomes. The planned Ollama-based explanation layer and 
grounding validator have not yet been experimentally evalu-
ated. 

The current evaluation uses automated tests and controlled 
repository scenarios rather than a large benchmark of real 
enterprise repositories. Broader evaluation should measure 
detection coverage, false positives, false negatives, graph com-
pleteness, scalability, and usefulness of migration recommen-
dations across diverse repositories. 

 
VIII. CONCLUSION AND FUTURE WORK 

CRYPTOMAP presents an evidence-driven approach for 
analyzing post-quantum cryptography migration dependencies 
in software repositories. The implemented framework com-
bines progressive repository scanning, deterministic crypto-
graphic discovery, evidence normalization, dependency-graph 
construction, and rule-based migration analysis. Neo4j is used 
to represent relationships among migration-relevant assets, 
while deterministic algorithms calculate downstream blast ra-

dius, impact scores, and dependency-aware migration ordering. 
A central design principle of CRYPTOMAP is the sepa-

ration of authoritative structural analysis from generative AI 
reasoning. The current implementation produces a verified 
and bounded analysis context containing affected assets, de-
pendency relationships, migration order, impact information, 
confidence, and provenance. This allows future AI components 
to operate on a constrained representation instead of indepen- 
dently determining graph facts. 

Automated testing provides implementation-level validation 
of the major implemented components and integration con-
tracts. At the same time, the current discovery and evaluation 
limitations mean that these results should not be interpreted 
as evidence of complete cryptographic detection or enterprise-
wide migration effectiveness. 

Future work will extend cryptographic discovery to ad-
ditional language-specific APIs and native implementations, 
evaluate CRYPTOMAP on larger and more diverse reposi-
tories, and measure detection coverage, false positives, false 
negatives, graph completeness, and scalability. The next stage 
will also integrate a local Ollama-based LLM for explanation 
generation and migration runbook creation, together with a 
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grounding validator that checks generated claims against the 
verified analysis context. 
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