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Abstract

Creating well-balanced question papers, difficulty control, marking and analysing students' performance are mostly manual

and non-integrated in most institutions. Previous work has focused on each of these components of this workflow, with the
automatic question generation or performance prediction components being studied separately; few studies have explored
them together in a system. This paper proposes an integrated framework that combines (i) Approved Syllabus Content-based
Generative Al Question Generation (GAIQG) with teacher's review, (ii) Structured question bank with subject-wise, topic-
wise and difficulty-wise organisation, (iii) Blueprint-driven automatic question-paper generation formulated as a constrained
selection problem, (iv) Automatic assessment and topic-wise analytics, and (v) Machine Learning models for learning-level
classification and adaptive testing based on Item Response Theory. The architecture is explained as a nested structure
including access control based on roles and a teacher-in-the-loop gate. As a feasibility check for the analytics components,
we run two experiments on synthetic data. A SVM (RBF) classifier achieves 78.0% on test set and macro-F1 of 0.786 in three-
level learning classification on simulated cohort of 1500 students. The ability-estimation error (RMSE 0.40) is the same with
adaptive item selection as it is with 29 items (62% fewer). The results obtained are preliminary and will be validated with
real institutional data in the following phase.

Keywords: educational assessment, question paper generation, generative Al, machine learning, automated assessment,
question bank, adaptive testing, student performance analysis.

I. INTRODUCTION

Assessment is at the heart of the teaching-and-learning-process but the“burden of assessment is-great.
Teachers choose questions from books and past _papers, ensure*balance of topics and marks, adjust
difficulty level based on their experience, read scripts and use their experience of the class to interpret
results and identify learning gaps. Interviews with teachers and students revealed that these steps are
repetitive, tedious, and hard to maintain, for multiple subjects, topics and student groups (Phase-I
survey). The.assessments are also generic; that is, students are given the same questions, no matter
their strengths or weaknesses.

Fortunately, with recent advancements in Machine Learning (ML) and Generative Al (GenAl), parts of
this workflow can be automated. Large language models can generate questions from source text [4, 8];
supervised learning can.categorize students by their learning levels [10]; and psychometric models like
item response theory (IRT) can enable tests to adapt to each 'student [11, 14]. These abilities are
typically explored individually, though. A teacher still needs to traverse between a question-generation
tool, a spreadsheet to store the questionbank and a separate analytics tool and content is generated
without a review step.

This paper proposes and specifies an integrated framework-that closes this gap and reports preliminary
feasibility experiments. The main contributions are:

* An integrated architecture that connects question generation, question bank, paper assembly, assessment, analytics
and reporting with a teacher-review gate and role-based access control (Section 4).
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* A formulation of blueprint-based paper generation as a constrained selection problem over a difficulty-tagged
question bank (Section 4.4).

* A learning-analytics and adaptive-testing design combining supervised learning-level classification with IRT-based
item selection (Sections 4.6 and 4.7).

¢ Preliminary synthetic-data experiments with graphs that show the analytics pipeline works end to end and indicate
the potential gain of adaptive testing (Section 6).

The rest of the paper is organised as follows. Section 2 reviews related work and the research gap.
Section 3 formulates the problem. Section 4 presents the framework. Section 5 gives the
implementation plan. Section 6 reports the preliminary experiments. Sections 7 to 9 cover the
evaluation plan, limitations and ethics, and conclusions.

II. RELATED WORK AND.RESEARCH GAP
A. Automatic question generation

The majority of research focused on automation of question generation (AQG)-for educational
purposes is reviewed by Kurdi et al. [1] and they identified that most of the research focused on
question generation while difficulty control and quality evaluation of the generated questions are
weak. Last and Danon [2] outline the normal AQG pipeline of questions construction, ranking and
evaluating. Both studies inspire us to assign a difficulty level, as well as a validation check; to each
generated question, instead of stopping at generation.

B. Artificial intelligence in education

Zawacki-Richter et al. [3] gave an overview on the applications of Al in higher education, revealing
that assessment and evaluation, adaptive systems and profiling of students are common
applications but that teachers are seldom engaged in the design of such systems. This helps. to
reinforce our teacher-in-the-loop design, where approved teachers are still accountable for
academic decisions, and for content generated.

C. Large language models in education

The opportunities of large language models in creating educational materials, tailoring educational
experiences, and assisting in assessment are explored by Kasneci et al., [4] and TIili et al |[5]
alongside potential threats of factual inaccuracies, bias, and reliance. Transformer models [7] and
few-shot ability [8] are used to make question generation practical; retrieval-augmented generation
[9] can be used as a_method for grounding outputs with approved course material. We adopt
retrieval grounding and human review to-address-the reliability concerns raised in these studies.

D. Ethics and responsible use

Holmes et al. [6] call for a community<wide ethical framework for Al in education covering fairness,
transparency, accountability and human oversight. These principles are translated into concrete
requirements in Section 8: audit logging, role-based access, controlled test data and no automatic final

academic decisions.
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E. Research gap

At a qualitative level, the provision of what is typical in each line of work is summarized in Table 1.
Question generation tools do not control the difficulty of the questions, nor do they produce complete
papers; performance-prediction systems do not produce assessments; and general-purpose chat tools
do not have a structured question bank, blueprint control and access control. No individual reviewed
line of work envelopes generation, trouble management, papers assembly, analysis, analytics and
adaptability. This gap is plugged with the proposed framework.

Table 1. Qualitative comparison of typical capabilities. "Proposed" reflects design intent; implementation and validation are Phase-Il work.
Individual existing systems vary.

. ) Typical performance-
Capability Typical AQG systems . General LLM chat tools = Proposed framework
prediction systems

Question generation from content Yes No Yes Yes
Difficulty-level management Partial No Partial Yes
Structured question bank Partial No No Yes
Blueprint-based paper assembly No No Partial Yes
Automated scoring and topic-wise X

. No Partial No Yes
analysis
ML learning-level classification No Yes No Yes
Adaptive assessment No Partial No Yes (planned)
Teacher review and role-based . i

Partial Partial No Yes

access

III. PROBEEM FORMULATION
Let S be a set/of subjects and T the topics of a subject, with syllabus content D authorised by the
institution. A question g in the question bank Q is described by its subject, topic t(g), marks m,, Bloom
level /(g) [12], difficulty class d(g) € {Easy, Medium, Hard}.and a quality score vq € [0, 1] that combines
relevance, validity .and teacher approval. A blueprint specifies the total. marks M, the topic weights w;
and the difficulty proportions pq of the-desired-paper:

The problem has four parts. (i) Populate Q with valid questions from D, using GenAl under teacher
review. (ii) Assemble.a paper P € Q that 'satisfies the blueprint. (iii) Score responses and analyse topic-
wise and difficulty-wise performance. (iv) Classify each student's learning level and select subsequent
questions that are informative for that student. The design 'goal is to reduce manual ‘effort while keeping
the teacher in control of every academic decision!

LV. PROPOSED FRAMEWORK
A. System architecture
The framework follows a layered design (Fig. 1). Students, teachers and administrators use role-specific
interfaces that reach the system only through a secure API gateway responsible for authentication, role-
based access control (RBAC) and audit logging. Behind the gateway, five application services cooperate.
The GenAl service drafts questions; the teacher review gate approves, edits or rejects them; the
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guestion bank service stores approved questions with their metadata; the paper generation engine
assembles papers; the assessment service scores responses; and the analytics service runs ML models
and produces reports. Data are kept in a relational database, a content repository with a vector index
for retrieval, and a model registry with audit logs.

FRESENTATMIN LAVER

Student Portal Teacher Dashboard Administrator Console

| | |

Secure APl Gateway - Authentication - Fole-Based Access Control (RBAC) - Audit Logging

Generative Al i
P . Taachar Review Gate Duestion Bank Servies
e secnsint | (spprove j edit | reject) | | (subject - topic - difficulty)
L £l h r %, l el
ML Analytics, Adaptive - Assessment & Evaluation - Automated Question
Engine & Reporting Service (scoring) Paper Generation Engine
LY 4 L A LY 4
OATA LAYER I
Relational Database Content Repository & Model Registry &
users - questions « papers Vector Store Auwdit Logs
attempts - scores syllabus + notes models - prompts

Fig. 1. Layered architecture of the proposed framework. Generated questions reach the question bank only after passing the teacher review
gate.

B. Question bank and difficulty management
Each question is stored with subject, topic, marks, Bloom level, question type, answer key, source

reference and difficulty class. Difficulty is assigned in two stages. A cold-start label is produced from the
Bloom level, question type and a classifier over question features and is confirmed by the teacher. Once
students attempt the question, the empirical facility index (the proportion of correct responses) and,
when enough data exist, the IRT difficulty parameter b replace the-initial label. This lets the bank
improve with use and supports the difficulty-wise analytics described later.

C. Controlled Generative Al question generation
Question generation is a controlled pipeline rather than a free-form chat (Fig. 2). Approved syllabus

content is chunked and mapped to topics and Bloom levels. For each request, a controlled prompt
specifies topic, difficulty, marks and question type, and relevant chunks are retrieved to ground the
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model [9]. Automated checks then test relevance to the source, duplication against existing questions
using embedding similarity, and consistency of the proposed answer with the source text. Questions
that pass are shown to an authorised teacher, who approves, edits or rejects each one; rejected items
trigger regeneration with adjusted constraints. Only approved questions enter the bank. This design
directly addresses the risk that GenAl produces incorrect, ambiguous or inappropriate questions [4], [5].

i~ i '-\.
2 Chunking and 3 Controlled prompt 4 LLM question
l&ﬁsgﬁi&;’;ﬂﬁ:llﬂ:ﬁ:s topic / Bloom-level (topic, difficulty, generatien with
mapping marks, Bloom level) retrieved context
L W A
+
|
|
|
|
l
-

B Blueprint-based T Approved question B Tuackear eulsw 5 Automated checks:
paper assembly and bank with difficulty - . FDI;'EU' Edlt P r-s; e 4 relevance, duplicates,
question paper label PP Fre) answer consistency

Fig. 2/ Controlled question-generation and paper-assembly workflow with automated checks and teacher review.

D. Automated question paper generation
Given a blueprint, paper generation selects questions from the bank. Let x4 € {0, 1} indicate whether

question g is included, Q(t) the questions of topic t and Q(d) those of difficulty d. The selection problem

is
maximise |2 eq V4 Xq (1)
subject to Syeq MgXq =M (2)
| Z,eq) Mg Xq— WM | <& for every topic t (3)
| Zyeq() Mg Xq—PaM | <& forevery difficulty level d (4)
Xq+ Xy <1 wheneversim(q, q’) >t (5)

Equation (1) prefers high-quality questions; (2) 'enforces the total marks; (3) and (4) keep topic and
difficulty distributions within a tolerance & of the blueprint; and (5) prevents near-duplicate questions in
the same paper, where sim is embedding similarity and t a threshold. The problem is a small integer
program that can be solved exactly with an ILP. solver or approximately with a greedy randomised
heuristic when many variants of a paper are required. Randomisation over feasible solutions produces
multiple parallel paper sets for the same blueprint. The generated paper is reviewed and finalised by the
teacher before use.
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E. Assessment, scoring and performance analysis

Student responses are validated and scored automatically for objective items (multiple choice,
true/false, short answer with a key); subjective items are flagged for teacher marking, with GenAl-
suggested rubrics as an optional aid. From the response records the system computes topic-wise,
difficulty-wise and question-wise scores, class averages and score distributions, and highlights strengths,
weaknesses and unattempted areas. Results are presented on the Student Dashboard (own history and
progress) and the Teacher Dashboard (class, subject and topic views), with exportable reports.

F. Machine Learning for learning-level classification

The analytics service trains supervised models on validated assessment data to classify each student as
Low, Medium or High learning level and to expose the factors behind the classification (Fig. 3). Features
include topic-wise and difficulty-wise aceuracy, previous scores, assignment completion, attendance,
time per question, number of attempts and score variability across topics. Candidate models are logistic
regression, support vector machines, decision trees, random forests [10] and gradient boosting. Models
are evaluated with stratified splits and cross-validation using accuracy, macro-averaged F1 and quadratic
weighted kappa, and feature importance is reported so that teachers can see which, skills:drive a
prediction. Outputs are decision-support information and never automatic.academic decisions.

i i "\
1 Assessment records 2 Pre-processing 3 Feature engineering 4 Stratified split
(scores, topic, difficulty, {cleaning, encoding, (topic-wise and 80 7 20 and
time, attempts) scaling) difficulty-wise metrics) 5-fold cross-validation
L N A
8 Student and teacher " 6 Ewvaluation 5 Model training
dashboards with Il_;;::n!ng IE;:;II ahT: +=  accuracy - macro-Fl -+ LR - 5WM - DT
teacher review S-gap g kappa - confusion matrix RF - GB

Fig. 3. Machine Learning pipeline for learning-level classification and learning-gap insights.

G. Adaptive assessment with item response theory

To personalise assessment, each question has IRT parameters: discrimination g; and difficulty b;. Under
the two-parameter logistic model [11], the probability that a student of ability 8 answers item j correctly
is

Pi()=1/[1+exp(-a(9-b))] (6)
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The information an item provides about ability is

19) = af P() [ 1-P{(9)] (7)
and is largest when the item difficulty is close to the student's ability (Fig. 4). The adaptive engine keeps
an expected-a-posteriori (EAP) ability estimate,

=5, 9 L(8) () / 5 L(9) 9(9) (8)
where L is the likelihood of the responses so far and g a prior over a grid of ability values 6,. After every
response the estimate is updated and the next item is the unused one with maximum information at the
current estimate [14]. Adaptive selection needs calibrated item parameters, so it is scheduled after
enough response data have been collected, and exposure control is added so that popular items are not

over-used.
(a) Item characteristic curves {b} ltem information functions
1.09 — Easy (b = -1.2) 0.35
Medium {b = 0)
-"d': G‘E o] — Hard “:l +]..2:| 5— D.3ﬂ' N
u =
E E‘ 0.25 4
2 0.6 A =
| B 0.20 1
D 0.4 ug 0.15
£ =
= E 0.10 1
= 0.2 =
0.05 1
0.0 4 0.00 4
—4 -2 0 2 4 —d -2 0 2 4
Student ability, 8 Student ability, 9

Fig. 4. Two-parameter IRT model for three items of equal discrimination (a = 1.2): (a) item characteristic curves; (b) item information functions.
Each item is most informative near its own difficulty.

Table 2. Mapping of project objectives to framework modules.

ID Objective Framework module Section
o1 Intelligent educational assessment workflow and assessment AEYAEWY L e 2k
records
02 Student and teacher dashboards Presentation layer, reporting 4.1,45
03 Automated assessment processing and performance analysis | Assessment service, analytics 4.5
04 Question bank and automated paper generation Question bank, paper engine 4.2,4.4
05 ML models for performance analysis and learning gaps ML analytics service 4.6,4.7
06 Controlled GenAl question generation with teacher review: GenAl service, review. gate 4.3
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V.IMPLEMENTATION PLAN

Phase-| (July to August 2026) covered problem identification, a school and college survey with teachers
and students, requirement finalisation, architecture design and study of the required technologies.
Implementation follows in Phase-Il (Fig. 5). Core services (authentication, database, and student portal
and question bank) are built first because all later modules depend on structured data. The teacher
dashboard, evaluation and reports follow then ML analytics and adaptive components, which need
validated response data, and finally GenAl generation, integration, security hardening, testing and
deployment.

Candidate technologies under consideration are Python with a REST framework such as FastAPI or
Django for the backend, PostgreSQL for relational data;-a-vector.index (for example pgvector or FAISS)
for retrieval, scikit-learn for ML models [13], a hosted or open-weight large language model for
generation, and a web frontend for the portals. The final selection will be made during Phase-Il design.

B Completed (Phase-1)
Il Planned (Phase-11}

Problem identification & educational survey —-

Topic finalisation & AIPML technology study = -
Authentication, database, student portal, core APls — _
Question bank, teacher dashboard, evaluation & reports -

ML perfermance analysls & adaptive components -

Generative Al generation, paper assembly, review flow -
System integration & testing -

Security, testing, deployment, documentation, final paper =

Jul '-ﬁ.ug ' Sep " Oct MNov Dec lan " Feb  Mar Apr
Fig. 5. Project timeline, July 2026 to April 2027. Phase-I activities are complete; Phase-Il activities are planned.

VI. PRELIMINARY EXPERIMENTS ON SYNTHETIC DATA
Real institutional assessment data are not yet available; because the system has not been deployed. To
check that the analytics design is workable and to give an early indication of the potential benefit of
adaptive testing, we ran two experiments on synthetic data. These experiments verify the pipeline and
illustrate expected behaviour; they are not evidence of performance on real students, and the numbers
below will be replaced by results on real assessment data in Phase-ll.

A. Learning-level classification

Data. We generated 1500 synthetic students, each with a latent ability drawn from a standard normal
distribution. Nine features (Table 3) were generated as noisy functions of this ability. The learning level
was derived from the ability plus noise (standard deviation 0.45), which makes the labels deliberately
imperfect, and split into Low, Medium and High in a 30/40/30 ratio (450, 600 and 450 students). Data
were divided into 1200 training and 300 test students with stratification.
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Table 3. Features of the synthetic student dataset.

Feature Description

Attendance (%) Percentage of classes attended

Previous exam score Score in the preceding examination (0 to 100)
Assignment completion (%) Share of assignments submitted

Easy / medium / hard accuracy (%) Percentage of correct answers at each difficulty level
Average time per question (s) Mean response time

Attempts per topic Mean number of attempts before completion

Topic score standard deviation Variability of scores across topics

Method. Five classifiers from scikit-learn [13] were trained: logistic regression, an RBF-kernel SVM, a
decision tree (depth 5), a random forest (300 trees) and gradient boosting. Each was assessed by five-
fold stratified cross-validation on the training set and then on the held-out test set.

Results. Table 4 and Fig. 6 compare the models. Test accuracy ranges from 73.3% to 78.0%. The SVM
(RBF) achieved the highest test macro-F1 (0.786) and ties with logistic regression for the best cross-
validated accuracy (0.734) with a lower variance across folds. Differences between the top models.are
small relative to the fold-to-fold spread, so we do not claim that one model is clearly superior. The
confusion matrix of the SVM (RBF) (Fig. 7) shows that every error is between neighbouring levels: 0 Low
students were predicted as High and 0 High students as Low, with the 66 misclassifications all involving
the Medium class. Thisis consistent with_the high quadratic kappa of<0.804. Per-class F1 scores are
0.807 (Low), 0.750 (Medium) and 0.800 (High);-the middle class-is-hardest, as expected for an ordinal
target.

Table 4. Learning-level classification results on the synthetic dataset (test set of 300 students). CV = five-fold cross-validation on the training set;
Kyw = quadratic weighted kappa.

Model CV accuracy (mean * SD) Test accuracy Test macro-F1 Kw

Logistic Regression 0.734 £0.021 0.753 0.760 0.790
SVM (RBF) 0.734 £ 0.008 0.780 0.786 0.804
Decision Tree 0.694 +0.016 0.767. 0:773 0.802
Random Forest 0.722 +0.017 0.757 0.764 0.788
Gradient Boosting 0.713.£0.019 0.733 0.741 0.771
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Fig. 6. Comparison of the five classifiers by cross-validated accuracy, test accuracy and test macro-F1 (error bars: one standard deviation across
folds).

Medium -

Actual level

. 24 5
High1 (o) (27%) (73%)

1
Low Medium High
Predicted level

Fig. 7. Confusion matrix of the SVM (RBF) on the test set (counts and fow percentages).

Permutation importance on the test set (Fig. 8) shows that the most influential features are medium-
difficulty accuracy, easy-difficulty accuracy, hard-difficulty accuracy and previous exam score, while
behavioural features such astime per question and assignment completion contribute little. This pattern
arises partly because the synthetic.generator was built with strong difficulty-wise signals, so it should
not be read as an empirical finding. It does, however, illustrate the type of explanation the system will
give teachers, and it underlines why difficulty-tagged.questions (Section 4.2) matter: without difficulty
labels, the most informative features could not be computed.
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Fig. 8. Permutation feature importance of the SVM (RBF) (mean decrease in test accuracy over 20 repeats). The four highest-ranked features
are highlighted. -

B. Adaptive versus fixed assessment A

Setup. We simulated a bank of 400 items with discrimination a drawn from a log-normal distribution
(median 1.0) and difficulty b from a normal distribution with mean O and standard deviation 1.2, and
1000 simulated students with abilities from a standard normal distribution. Responses were generated
from the 2PL model (Equation 6). Two st'rategie:s, were compared: a fixed paper of randomly'-i:ﬁ_(.)s_.en
items, and adaptive selection of the maximum-information item at the current EAP estimate (Equations
7 and 8). Ability-estimation error-was.measured as the root mean squared-error (RMSE) between-the

estimated and true ability after each item; up-to 30 items.

Results. Fig. 9 shows that adaptive selection lowers the error fasterat every test length. After 10.items
the RMSE is 0.404 for adaptive selection and 0.586 for the fixed paper, a reduction of about 31%. To
reach an RMSE of 0.50, the adaptive strategy needs 6 items against 17 for the fixed paper; to reach 0.40
it needs 11 items '_against 29, that is-62% fewer. In practice this-suggests that a-personalised assessment
could measure ability with a' much shorter test, or with higher precision at equal length.
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Fig. 9. Ability-estimation error against test length for fixed and adaptive assessment in the simulation (1000 simulated students, 400-item bank).

C. Discussion and threats to validity

Both experiments are simulations. In the classification experiment the features are informative by
construction, so the reported accuracy only shows that the pipeline runs-and that the metrics behave
sensibly; real data will contain missing values, class imbalance, changing curricula and weaker signals.'In
the adaptive experiment the item parameters are known exactly, whereas in practice they must be
estimated from response data, and real students exhibit guessing, fatigue and other effects that the 2PL
model ignores. Exposure control and content balancing, which constrain adaptive selection in'practice,
were not simulated and would reduce the-gain. Finally, all simulations used a single random seed.
Phase-Il will repeat both studies on real, anonymised assessment data with repeated runs and
confidence intervals.

VIIL. EVALUATION PLAN
Each module will be evaluated with measures suited to its purpose (Table 5). Generated questions will
be rated by teachers, and agreement between-raters-will-be-reported. Testing will-use sample or
controlled data before any deployment with real studentirecords.

Table 5. Planned evaluation measures for each'module!

Module Measures Method
. i Relevance to source, validity, answerability, duplication rate, Teacher rating (1 to 5 scale) with inter-rater
Question generation i il
teacher acceptance rate kappa; embedding similarity

Accuracy, macro-F1, agreement with teacher label and facility.

Difficulty classification )
index

Held-out labelled questions
Blueprint conformance (marks, topic and difficulty deviation),

Paper generation . K K
duplicates, generation time

Automated checks on generated papers

Assessment scoring Agreement with manual scoring, mean absolute error in marks | Comparison with teacher-scored scripts

Accuracy, macro-F1, quadratic kappa, RMSE, feature

Performance analysis (ML) .
importance

Stratified split and cross-validation
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Adaptive assessment Ability-estimation RMSE, test length, item exposure rate Simulation and pilot testing

i Response time, usability (SUS score), access-control and . .
System quality ity test: Load, user and security testing
security tests

VIII. LIMITATIONS AND ETHICAL CONSIDERATIONS

* Data quality. Generated questions and analytics depend on the completeness and correctness of syllabus content, the
question bank and student responses. Ambiguous questions or missing responses can degrade results.

* Fallible models. ML classifications and GenAl outputs can be wrong, and learning patterns vary between students.
Outputs are decision-support information, not guaranteed results.

* Human oversight. Generated questions must come from approved content and be reviewed by authorised teachers
before use. Important actions such as question approval, assessment review and changes to student records remain under
teacher supervision, and the system makes no final academic decision automatically.

* Privacy and security. Student academic data must be protected from unauthorised access. Role-based access, secure
storage, content validation and audit logging are part of the design, in line with the principles-of accountability and
transparency emphasised in [6].

* Content provenance. External educational content must be verified for relevance, correctness.and authorisation before
it is used for generation.

* Controlled testing. The system will first be tested on sample or controlled data, and papers and reports| will be
validated before use in formal examinations or academic decisions.

* Fairness. Model performance will be checked across student groups and question types to detect systematic
disadvantage before any use that affects students:
IX. CONCLUSION AND FUTURE WORK
This paper proposed an integrated framework for intelligent educational assessment that combines
controlled 'Generative Al question generation, ‘a structured question bank, blueprint-based paper
generation, automated-assessment, and:ML and IRT-based analytics under teacher supervision. Phase-|
established the problem through a school and-.college survey, reviewed the literature, identified the
research gap and defined the architecture and evaluation plan. Synthetic-data experiments showed that
the learning-level classification pipeline works end to end and indicated that adaptive item selection can
reach a given measurement precision with substantially fewer questions.

Future work in'Phase-Il includes implementing the portals and services, building and validating the
question bank, integrating the GenAl generation pipeline with.retrieval ;and. review, calibrating IRT
parameters on real response data, and evaluating all modules on real assessment data with teachers
and students as described in Section 7.
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